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Database
organized collection of data
collection of records stored in a systematic way

Database Management System (DBMS)

used to manage a database

to optimize the storage and performance of a database
controls high volume access to the database

Schema
structural description of the database objects

SQL
control/query language for a relational DBMS
DML, DDL, DCL



ACID

Atomicity
Guarantee that either all tasks of a transaction are performed or none

Consistency
Data is in a legal state when transactions begin or end, integrity is always ensured

Isolation
transactions appear isolated from other operations. Noone can look into the ongoings of a TA

Durability
Once a transaction ends, the data is persitent and will survive a system failure.

Storage for important data
Huge amount of data
Backup, recovery
Auditing

High volume queries
Multiple users



(DEPTNO
DEPTNAME
MGRNO
ADMRDEPT
LOCATION

CREATE TABLE DEPTARTMENT

CHAR(3) FOR SBCS DATA NOT NULL
VARCHAR(36) FOR SBCS DATA NOT NULL
CHAR(6) FOR SBCS DATA WITH DEF AULT NULL ,
CHAR(3) FOR SBCS DATA NOT NULL

CHAR(16) FOR SBCS DATA WITH DE FAULT NULL ,

CONSTRAINT DEPTNO PRIMARY KEY (DEPTNO))

CREATE TABLE EMPLOYEE

(EMPNO
FIRSTNME
MIDINIT
LASTNAME
WORKDEPT
PHONENO
HIREDATE
JOB
EDLEVEL
SEX
BIRTHDATE
SALARY
BONUS
COMM

CHAR(6) FOR SBCS DATANOT NUL L,
VARCHAR(12) FOR SBCS DATA NOT NULL,
CHAR(1) FOR SBCS DATA NOT NULL
VARCHAR(15) FOR SBCS DATA NOT NULL,
CHAR(3) FOR SBCS DATA WITH DEF AULT NULL ,
CHAR(4) FOR SBCS DATA WITH DEF AULT NULL ,
DATE WITH DEFAULT NULL ,

CHAR(8) FOR SBCS DATA WITH DEF AULT NULL,
SMALLINT NOT NULL ,

CHAR(1) FOR SBCS DATA WITH DEF AULT NULL ,
DATE WITH DEFAULT NULL ,

DECIMAL(9, 2) WITH DEFAULT NUL L,
DECIMAL(9, 2) WITH DEFAULT NULL
DECIMAL(9, 2) WITH DEFAULT NUL L ,

CONSTRAINT EMP_PK PRIMARY KEY (EMPNO),
CONSTRAINT EMP_REF FOREIGN KEY (WORKDEPT) REFERENCE S DEPARTMENT (DEPTNO))
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EMPLOYEE

DEPARTMENT

select e.firsthame, e.lastname
from employee e, department d
where e.workdept = d.deptno
and d.admrdept= * DO1’
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IBM's database history

<1970

1970
1983
1987
1988
90s

today

IMS

Codd, theory of relational databases, SQL
DB2 MVS Version 1

DB2 OS/2 (,DB2/2%)

DB2 AS/400

DB2 LUW, Everyplace

DB2 for z/OS Version 9
DB2EXxpress-C
XML

DB2Express-C




DB2 z/OS family history

Version ,

9.1

8.1

6.1

4.1

2.3

SQL
XML
Unicode
64-bit
LOB
Trigger
Data UDF
Sharing
z/OS
Remote
| | | —
1990 1995 2000 20052007 Time



DB2 Silver Anniversary - 25 years of Innovation

14th release

DB2 for z/OS Version 9
pureXML

10000+ licenses (mostly FSS)

Typical DB2 for z/OS customer

Team of 2-10

DASD 200TB

10-20 Mio Online Transactions per day
20 DB2 Systems

Availability: 99,9%

Response Time < 1s: 99,9%

CPU Utilization > 90%

Threads per day: 3.5 Mio

SQLs per day: 3.900 Mio



Continuous Availability
7 x 24

Reduces outages

High Performance and Scalability
Scalable

Growth

Single and multi-system
Huge amount of databases
Huge amount of users

Wide Range of Workloads
OLTP and Batch

Web Workload with peaks
ERP/CRM Solutions (SAP...)
Bl & Warehousing

ODS and mixed workloads

Database Technology Leadership
Cost-based Optimizer, Query-Rewrite
Parallelism
Web-enablement, XML

Highly automated database environment
Complete utilities and tools portfolio
Offerings
z/OS Systemmanagement

Platform compatibility
Accounting

Support for Open Standards
SQL/ANSI, ODBC, JDBC/SQLJ



DB2 for z/OS Version 9 and System z10

50% more performance

more engines

Up to 2x performance increase

in CPU intensive tasks because Improved SQL &
of new 4.4 GHz chips m=)) XML parsing
Up to 64 processor and up to 1,5 performance

Terabyte real memory per server

Further extended exploitation of ' gr(())?:téifsf:(r:]lgerc]):‘

zIIP & zZAAP specialty engines

DB2 workloads
Less (planned) outages and Higher DB2
more flexibility (e.g. On/Off CoD) availability
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Architecture comparison DB2 LUW vs. DB2 z/OS

-
DB2 LUW DB2 for z/OS



DB2 for z/OS Architecture
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DB2 components in the Job Entry Subsystem (JES)



Leveraging the Coupling Facility technology and Parallel Sysplex
concept (basicly a cluster of mainframes that act together)

z/OS Workload Manager allows for highly efficient workload balancing
Applications connect to the Data Sharing Group

Significantly increases database performance & availability
Allows for rolling/non-disruptive migrations and upgrades

DB2A DB2B DB2C



Detailed arChiteCture Coupling Facilities Sysplex timers

LOCK1 %7
SCA

Group Buffer Pools

DB2A DB2B DB2n

IRLM Buffer Pools IRLM Buffer Pools IRLM Buffer Pools

8l .




Useful service routines that help maintaining and managing DB2 for z/OS
Are run either as batch jobs or as DB2 stored procedures

LOAD/UNLOAD (Store data into or extract data from DB2 via batch)
RUNSTATS (Generate statistical information about tables and indexes)
REORG (Reorganize the physical allocation of data)

COPY/RECOVER (Generate/recover to backup copies of table spaces)
BACKUP/RESTORE SYSTEM (Backup/restore the whole DB2 subsystem)
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Application development in COBOL with CICS

SEARCH-BOOK-CATALOG.
* DECLARE A CURSOR TO RETURN THE MATCHING ROWS
*

EXEC CICS ASKTIME END-EXEC

EXEC SQL DECLARE BOOKSEARCH CURSOR FOR
SELECT ALNAME,TITLE,PRICE,INSTOCK
FROM ATCI170.MASTER_WB_DB_BOOK
WHERE ALNAME = :SEARCH-AUTHOR OR
TITLE = :SEARCH-TITLE
ORDER BY TITLE
END-EXEC

EXEC SQL OPEN BOOKSEARCH
END-EXEC

EXEC SQL FETCH BOOKSEARCH INTO :AUTHOR-LAST-NAME,
‘TITLE-OF-BOOK,
‘PRICE,
(INSTOCK

END-EXEC




Source Pgm

geéandertes Source
Pgm
+ DSNCLI calls

geéandertes Source
Pgm
+ DFHELI calls (Exec Intfc)

Object deck

CICS DB2 Load
Modul

-ausfuhrbares Pgm

DB2A aktiv
-DB2 Subsys muf3
verfugbar sein fur Bind

A 4

DBRM

database Request Modul
Info Uber jedes SQL stmnt. im Pgm

DB2 Precompiler
DSNHPC | DB2I panels
-check table und column
Referenzen gegen SQL
DECLARE Table stmnts.
-produziert DBRM

A 4

CICS Translator
-xlate EXEC CICS stmnts.

o

Neue Enterprise

Compiler Cobol + PLI
erledigen Step1 —-3in
1 Step!

Language Compiler
-Cobol, PL/I, ASM, C, C++

©

Linkage Editor
-include SYSLIB DFHELI

-include SYSLIB DSNCLI Bind Options f ur CICS

RETAIN  bind und exec Grants
ISOlation CS, mdglichst nicht RR
VALIDATE (bind) plan validation time,
nicht RUNtime verwenden wenn mogl
ACQUIRE lock bei Allocate | USE
abh. Von Trx. Rate, Thread Typ

A 4

. RELEASE lock bei Dealloc | Commit
DB2 Bind |
-connect zu DB2

-produziert Appl. Plan gemaf3
Bind Options

-update DB2 Catalog

o

. Appl. Plan
"| -ausfihrbares SQL
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DB2 Connect

Type 4




One driver for DB2 family

Also known as Java Common Client,
Combined Client, JCC driver

Support for IDBC 3.0 and SQLJ 3.0
Type 2 and Type 4 drivers

Typed URL: jdbc:db2://SERVER:PORT/DATABASE
Type2 URL: jdbc:db2:DATABASE

Improved deployment and ease of use

Integration with WebSphere



+ +

= Highly efficient JEE solution

Tigther integration and increasing JPA support within WebSphere as well as
pureQuery.

IBM’s JPA implementation s based on the popular Apache OpenJPA and it is
being tuned by IBM to be the best persistence framework for WebSphere and
IBM databases .

Combination of the advantages of a full object-relational mapping  and entity
management solution with the performance and problem determination benefits
of static SQL .

Application Server Version 7.0

Built-in EJB 3.0 & JPA support and more to come...




JDBC vs. SQLJ — Dynamic vs. Static SQL

JDBC is the standard way to access databases from within Java, but it allows only for
dynamic SQL execution .

In order to execute SQL statements statically , SQLJ has to be used.

SQLJ syntax is similar to JDBC syntax but nonetheless differs somewhat.

Tooling (e.g. IDEs or persistence frameworks) that readily supports SQLJ is limited .
SQLJ requires preprocessing via a translator, before Java applications can be compiled.

JDBC SQLJ
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Advantages of Static SQL

Capacity planning

Resource consumption

Access path reliability

Static SQL

Database object tracking

Performance
Authorlzatlon Holistic problem determination
e SN,
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Static SQL can be much more efficient

Dynamic SQL Static SQL

Check authorization for JDBC
packages/plans for temporary use

Check authorization for packages/plans }

v

Parse SQL statements

v

Check authorization for tables/views v

! Extract access paths from
SYSCAT.PACKAGES and .STATEMENTS

Calculate access paths

v

Store access paths temporary in
JDBC packages/plans

¢ A 4

Execute SQL statements L Execute SQL statements J

Static SQL performance can be approached &@L is bound intpackageeforehand. All SQL parsing
help of the dynamic statement cache. Extensiand initial optimizatvork is done ahead of tiraed
tuning is requir€thche misseare quiteostly. only once. Statements are fully optimized datihgrex



Caching is not always a viable alternative

Static SQL and in this context pureQuery w

may significantly increase throughput  and

reduce CPU consumption

Improvements compared to alternatives using

dynamic SQL, mainly depend on the - %

previous dynamic statement cache hit :ou 2
S %

suoneoljdde
odadar

ratio .
While static execution performance can be = A
approached by extensively tuning this cache -
as well as single statements, cache misses
— i.e. full PREPAREs — are hugely
expensive . e INSERT
These misses may occur either before the |
cache is warmed up , if relevant statements G .
age out or if no prepared statements and
parameter markers are used.

Lots of work has to be done to bring dynamic
SQL execution to the levels where static
starts out in the first place and even then SELECT
comparable performance is not
guaranteed .

SELECT INSERT
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Static SQL provides a diffferent security concept

Dynamic SQL Static SQL

GRANT SELECT ON TABLE BANKDATA TO GROUP SALES; GRANT EXECUTE ON PACKAGE BILL_PKG TO GROUP SALE!
GRANT SELECT ON TABLE BANKDATA TO USER ADMIN;

PKGSCHEMAPKGNAME BOUNDBYBOUNDBYTYPE
CUSTOMER|BANKCODEACCOUNT NULLID BILL_PKG BIND_ADN U

2732-FE558 50040000| 829123064
9153-HE629 85080000( 713846002

CUSTOMER|BANKCODEACCOUNT
2732-FE558 50040000| 829123064
9153-HE629 85080000| 713846002
User

Privileges are handled at object level. All users/ Privileges are package based. Only adminisgétors n
groups must have direct table privileges which lead table access. Users/groups just have executg anthor
tosecurity exposurand aradministrative burden packages frevent executioofunauthorized SQL




Dynamic SQL Static SQL

Unpredictable Any prepare can get 1Guaranteed locked in at BIND time Al
new access path as statistics or hos tSQL available ahead of time for analysis by
variables change. EXPLAIN.

Access path
reliability

Package view of applications makes it
Holistic  Database view is only of the JDBC simpleto track back to the SQL statement
problem packages\o easy distinctioof where location in the application. Database is
determination  any SQL statement came from. given an application perspective of running
programs.

Package level accounting gives a program
view of workload toaaduratecapacity
forecasting and planning.

Capacity Difficultto summarize and forecast
planning performance data at program level.

Tracking of dependent objects possible via
rr(1)b|j](?ct1ependencies registered
database catalog.

Database No recoraf which objects are
object tracking referenced by a compiled SQL state




Static SQL is not very common

Application Database
developer administrator
Favors JDBC because of supaser Favors static SQL becausapodrior
of use tools supporand existing efficiencysecurityand easier
knowledge monitoring

Static SQL




Simple JDBC

source code

public static void main(String[] args) {

String urlPrefix
String url;
String empNo;
Connection con
Statement stmt;
ResultSet rs;

try {

="jdbc:db2:";

// Load the DB2 Universal JDBC Driver
Class.forName("com.ibm.db2.jcc.DB2Driver");
System.out.printin("**** Loaded the JDBC driver");
/I Create the connection using the DB2 Universal JD BC Driver
con = DriverManager.getConnection(url);
/[l Commit changes manually
con.setAutoCommit(false);
System.out.printin(

"*** Created a JDBC connection to the data source”
Il Create the Statement
stmt = con.createStatement();

System.out.printin("**** Created JDBC Statement obj ect");

/l Execute a query and generate a ResultSet instance

rs = stmt.executeQuery("SELECT * FROM SYSIBM.SYSTABLE S");
System.out.printin("**** Creaed JDBC ResultSet object ");

// Print all of the employee numbers to standard ou tput device

while (rs.next()) {
empNo = rs.getString(1);
System.out.printin("Employee number =" + empNo);

System.out.printin("**** Fetched all rows from JDBC ResultSet");
/[Close the ResultSet

rs.close();

System.out.printin("**** Closed JDBC ResultSet");

Il Close the Statement

stmt.close();

System.out.printin("**** Closed JDBC Statement");

// Connection must be on a unit-of-work boundary to allow close
con.commit();



JDBC - correct usage

DB2Connection conn = null;
PreparedStatement stmt = null;
ResultSet rs = null;

Il Prepare the SELECT statement.
stmt = conn.prepareStatement("SELECT LASTNAME, FIRS TNME, SALARY"
+" FROM SYSADM2.EMPLOYEE" + " WHERE SALARY BETWEEN ? AND ?");
Il Set parameters for the SELECT statement.
stmt.setBigDecimal(1, new BigDecimal(30000));
stmt.setBigDecimal(2, new BigDecimal(50000));

/I Execute the query to retrieve a ResultSet.

rs = stmt.executeQuery();

/I Iterate over the ResultSet.

while (rs.next()) {
String lastname = rs.getString(1); // LASTNAME
String firstname = rs.getString(2); // FIRSTNME

System.out.printin(lastname + ", "+ firstname);

if (rs !'=null) rs.close();
if (stmt != null) stmt.close();
if (conn !=null) conn.close();
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SQLJ - from code to package

sqlj

db2sqgljcustomize

db2sqljbind

4 |solation levels
UR,CS,RS,RR

fully integrated into IDEs like WSAD, RAD, ...



#sql iterator EmpRecs( String firstnme, String lastna me);

DB2Connection con = null;
DefaultContext ctx = null;
int lowSalary = 30000;
int highSalary = 50000;

/I Set the default context
ctx = new DefaultContext(con);
DefaultContext.setDefaultContext(ctx);

EmpRecs employees;
#sql [ctx] employees = { SELECT firstnme, lastname, salary

FROM EMPLOYEE WHERE salary BETWEEN :lowSalary and :h ighSalary};
/I Go through ResultSet

while (employees.next()) {
System.out.printin(employees.firstnme() + " "
+ employees.lasthame() + " " +employees.salary());}

ctx.close();
con.close();



